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Abstract

This paper presents an approach for reconstructing large-scale outdoor scenes
through monocular motion stereo at interactive frame rates on a modern mobile
device (Google Project Tango Development Kit Tablet). The device’s fisheye
camera enables a user to reconstruct large scenes in only a few minutes by sim-
ply walking through the scene. We utilize the device’s GPU to compute depth
maps via plane sweep stereo. In contrast to reconstructing small objects, we
observe that in large-scale scenarios using motion stereo, free-space measure-
ments are less effective for suppressing outliers due to limited possibilities for
camera placement and an unbounded reconstruction volume. Furthermore, the
outlier ratio in depth maps from stereo matching is much higher compared to
images from depth sensors. Consequently, we propose a set of filtering steps to
detect and discard unreliable depth measurements. The remaining parts of the
depth maps are then integrated into a volumetric representation of the scene
using a truncated signed distance function. Ours is the first method to enable
live reconstruction of large outdoor scenes on a mobile device. We extensively
evaluate our approach, demonstrating the benefit of rigorously filtering depth
maps.
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Figure 1: A model of house facades reconstructed on a Google Project Tango Tablet at inter-
active frame rates from a sequence of 191 meters captured in 6:52 minutes: front orthographic
view, top orthographic view, and selected close-ups. The camera trajectory is displayed in
red. https://youtu.be/njDqJjHRCYA shows a video of our approach.

1. Introduction

3D reconstruction has a large number of applications, such as augmented
reality, 3D modeling, or architecture. Being able to create dense 3D models in,
or close to, real-time on mobile devices such as smartphones or tablets is key
for enabling 3D reconstruction for non-expert users. Direct feedback provided5

by the device allows the users to see the current quality of the reconstruction
and informs them about where more data is necessary. One standard approach
for indoor scenes is to use a hand-held depth sensor, e.g., Microsoft’s Kinect,
and fuse the depth maps provided by the sensor into a single 3D model [1].
Unlike vision-based approaches that compute depth maps from standard cam-10

era images, depth sensors are able to measure depth for uniformly or weakly
textured regions that often dominate indoor scenes. Unfortunately, depth sen-
sors are not suitable for outdoor reconstruction due to their limited range and
the fact that sunlight can interfere with the projected patterns used for depth
estimation. These shortcomings and the ubiquity of cameras in modern mobile15

devices make it sensible to develop purely vision-based solutions for large-scale
outdoor reconstruction. In this paper, we present such an approach.

Our method runs at interactive frame rates on a Google Project Tango
Tablet4 by utilizing the device’s GPU to compute depth maps via motion stereo.
Similar to KinectFusion-like approaches [1], the depth data is integrated into a20

3D model using volumetric fusion. Our system targets modeling outdoor scenes
at large scale, i.e., scenes which require significant camera movement to capture,
for example a block of several houses. Both the odometry and depth estimation

4https://www.google.com/atap/project-tango/
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components of the system exploit the wide field of view of the tablet’s fisheye
camera to enable a user to simply and quickly capture such scenes. Fig. 1 shows25

a model of a large scene reconstructed live on the device with our approach.
Compared to the depth maps provided by active sensors, the raw depth

maps of our motion stereo approach contain significantly more outliers. Usu-
ally, outliers are suppressed by using free-space measurements: the fact that no
surface can appear before the first depth measurement along each viewing ray is30

explicitly integrated into the volumetric fusion process. When reconstructing a
small object or scene, it is relatively easy to observe the full free-space volume.
Unfortunately, this is not feasible for large outdoor scenes. A high amount of
outliers behind the actual surface also makes it hard to observe the correct free-
space. In order to obtain cleaner and more accurate reconstructions, we thus35

only integrate reliable depth measurements into the reconstruction. Extended
Kalman filters are used to propagate depth measurements in image space and
their estimated uncertainties over time, enabling our approach to obtain more
accurate depths and to identify whether a measurement is reliable or not. As a
result, large parts of the initial depth maps are usually discarded. However, this40

missing completeness does not present a problem for our interactive reconstruc-
tion method: we provide direct feedback to the user about the current state
of the 3D model, enabling her to record additional images where data is still
missing.

In detail, this paper provides the following key insights: (i) Dense 3D recon-45

struction of large-scale outdoor scenes via monocular motion stereo is feasible
on modern mobile devices at interactive frame rates. (ii) In contrast to recon-
structing small objects, vision-based reconstruction of large-scale scenes requires
more measures than only slight depth map filtering and free-space integration
to prevent having outliers in the resulting 3D model. For real-time systems,50

strong depth map filtering provides an alternative to expensive volumetric reg-
ularization for suppressing outliers. (iii) If the reconstruction approach can
provide direct feedback to the user on where the 3D model is still incomplete,
aggressively filtering the depth maps is preferable to using complete depth maps
containing noise and outliers. Our extensive experimental evaluation details this55

trade-off between accuracy and completeness.
This paper is an extended version of our previous work [2]. Besides showing

results for additional datasets, we analyze the impact of our filtering steps more
thoroughly. We include a discussion of different types of outliers, which pro-
vides additional understanding of behavior seen in the experimental evaluation.60

We describe how our approach could be adapted to other mobile devices and
demonstrate its applicability to such devices by comparing the reconstruction
obtained from a standard smartphone camera video with the reconstruction ob-
tained from Project Tango data. Furthermore, we discuss the limitations of our
approach in more detail and suggest future work based on the lessons learned.65

The remainder of this paper is structured as follows: Sec. 2 discusses related
work. Sec. 3 introduces the overall system, e.g., the components for camera pose
tracking and depth map fusion which we use. Sec. 4 details our motion stereo
approach for dense 3D reconstruction and our outlier filtering steps. Sec. 5
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discusses the limitations of our approach and how to adapt it to other mobile70

devices. Sec. 6 provides an extensive experimental evaluation of our approach.

2. Related Work

Creating dense reconstructions is a core problem in 3D computer vision and a
significant amount of research has been done on the subject. In the following, we
thus only discuss the work most related to this paper, focusing on interactive75

and real-time methods. Most related methods first acquire individual depth
maps and then fuse them into a single, consistent 3D model, differing mainly in
the way of obtaining and fusing the data.

Desktop processing. The advent of affordable RGBD (color and depth) sen-
sors such as Microsoft’s Kinect, together with the availability of GPUs powerful80

enough to handle the amount of data produced by these sensors, has made dense
real-time 3D reconstruction feasible on commodity hardware [1]. Following the
popular KinectFusion approach [1], methods [3–6] based on RGBD data usually
utilize a volumetric approach modeling the truncated signed distance function
(TSDF) of the surface in the scene [7]. To avoid the cubic increase in memory85

demand inherent to volumetric approaches, large-scale scenes are represented
by a shifting volume and a mesh [3] or hierarchical [4, 5] respectively hashing-
based [6] data structures are used to avoid having to store irrelevant voxels.
In contrast to these methods relying on RGBD sensors, [8] uses optical flow to
compute high-quality depth maps from a monocular video sequence. While [9]90

uses sparse feature tracking to estimate the camera poses, [10] simultaneously
builds a dense reconstruction and uses the reconstruction for robust camera
tracking. Compared to RGBD sensors, the depth maps computed from camera
data contain significantly more noise and outliers as well as missing regions due
to a lack of texture. [8, 10] employ regularization to deal with the latter. [11–95

14] handle outliers by estimating the uncertainty of each depth map entry and
removing unreliable measurements.

At the center of volumetric approaches for depth data fusion lies the prob-
lem of determining for each voxel whether it is inside an object, corresponds to
free space, or contains the surface of an object. With insufficient data, handling100

each voxel separately can lead to noisy results, which can be tackled by regu-
larization. This is generally formulated as a global optimization over the whole
volume [15, 16]. Unfortunately, such methods are often too complex to run
at interactive frame rates, while storing the whole 3D volume for regularization
does not scale well when using a regular grid. The latter problem can be handled105

by using an adaptive subdivision based on tetrahedra, which enables a detailed
reconstruction of large scenes such as cities or mountains [17]. Incrementally
updating the subdivision with new depth measurements while applying global
optimization to extract the scene’s surface quickly becomes infeasible. Thus, in-
teractive methods based on tetrahedral subdivision usually use sparse 3D points110

only, which are commonly obtained from Structure-from-Motion, to update the
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Figure 2: The pipeline of our mobile reconstruction system. Our contribution, the motion
stereo part of the system (yellow blocks), is described in detail in Sec. 4.

scene representation and extract the geometry using tetrahedron carving [18–
20]. This means that the geometry is captured at a low resolution only.

While [3–6, 8–10] mainly focus on small-scale or indoor reconstruction, [21]
aims at city-scale 3D modeling from street level video. GPUs are used to com-115

pute depth maps in real-time via plane sweep stereo [22], selecting the directions
of the sweeps according to the predominant directions in the urban scenes [23].
Higher quality depth maps are obtained by locally fusing depth maps from sub-
sequent frames in the video [24].

Mobile devices. As mobile devices such as smartphones and tablets are120

becoming more powerful, they represent an ideal platform for bringing 3D re-
construction to the masses. Both [25, 26] and [27] present systems for dense 3D
reconstruction running on modern smartphones without the need for external
processing. The system of [25, 26] utilizes the device’s inertial measurement
unit (IMU) for camera tracking and to obtain the absolute scale of the recon-125

struction. It takes a few seconds for generating depth maps, while our approach
runs at interactive frame rates. The system integrates the stereo measurements
into a dense surfel cloud. In contrast, [27] implement a volumetric approach to
obtain a closed triangle mesh. Similar to [10], their 3D model is also used for
camera pose tracking. These approaches make heavy use of the smartphone’s130

GPU for real-time processing. While these methods are all mainly intended to
reconstruct specific objects, our method is designed to reconstruct large-scale
outdoor scenes.

Recently, [28, 29] demonstrated that volumetric depth map fusion can be
done efficiently on mobile devices, enabling large-scale, interactive mapping.135

These works are complementary to ours, as they address the depth map fusion
part of the system while we address depth map estimation using motion stereo.
[28, 29] only use depth maps provided by the device’s active depth sensor, which
mainly restricts them to indoor scenes. However, [28, 29] are oblivious to the
source of the depth maps. Our method uses the volumetric fusion approach140

from [28] with depth maps generated from motion stereo on the device’s fisheye
camera. Thus, our method is able to reconstruct large-scale outdoor scenes
during broad daylight.
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3. System Overview

In order to enable dense 3D reconstruction on mobile devices, a complete145

system is needed that provides functionality for 6DOF camera pose tracking,
depth map estimation, and depth map fusion. Sec. 4 describes our motion stereo
approach for depth map estimation and filtering, which is the main technical
contribution of this paper. In the following, we review the camera pose tracking
and volumetric fusion pipelines provided by Google’s Project Tango that we150

use. Fig. 2 illustrates our system pipeline.
The visual-inertial odometry (VIO) pipeline for camera pose tracking imple-

mented by Project Tango builds on a filter-based visual odometry approach [30]
that fuses KLT feature tracks [31] with IMU measurements using an extended
Kalman filter. A fisheye camera with a wide field of view is used for feature155

tracking, which, together with the use of IMU data, results in very stable and
robust camera pose tracking. The drift of the tracking method is typically be-
low 1% of the distance traveled. Using an IMU enables the tracking system to
recover the absolute scale of the scene, i.e., the models reconstructed by our
approach are correctly scaled.160

The depth maps computed via motion stereo are filtered and locally fused
over time to remove outliers (c.f. Sec. 4). The remaining depth measurements
are then integrated into a volume that stores a truncated signed distance func-
tion (TSDF) in the voxels. In order to scale to large scenes, Project Tango’s
volumetric fusion pipeline [28] uses a variant of voxel hashing [6] to only instan-165

tiate voxels close to the surface. Depth maps are integrated into the volume by
casting rays from the center of projection in the viewing direction of the camera
pixels. We configured Tango’s volumetric fusion implementation to consider the
complete viewing ray up to the end of the truncation range, which is described
as space carving in [28], instead of only taking the truncation range around a170

pixel’s depth value into account. This allows us to make use of the complete
free-space measurement provided by each ray, which we found helpful for sup-
pressing some outliers in motion stereo-based depth maps if the outlier ratio
is low enough, and to be able to remove moving objects. The marching cubes
algorithm [32] is used to incrementally create a 3D triangle mesh from the voxels175

that are currently visible. Notice that marching cubes is only applied to voxel
blocks whose TSDF values changed in the current frame [28].

4. Motion Stereo on a Mobile Device

The right side of Fig. 2 illustrates our motion stereo approach. Since we are
using fisheye images, we found it necessary to correct for vignetting to improve
the color consistency of our reconstruction (c.f. Fig. 3): we first calibrate the
camera once by taking many pictures of a homogeneously white and approx-
imately Lambertian wall. For each pixel x in each calibration image Ii, we
calculate a correction factor fi,x which when multiplied with the pixel’s inten-
sity Ii,x changes it to the maximum intensity value Ii,max observed in its image,
thus creating images of constant intensity. For each pixel, we then calculate
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Figure 3: Two examples for the fisheye images used for reconstruction before and after cor-
recting for vignetting.

the geometric mean over all its correction factors from n different calibration
images and store these as the calibration:

fx = exp

(
1

n

n∑
i=1

log

(
Ii,max

Ii,x

))
. (1)

The choice of whether to use the arithmetic mean or the geometric mean did
not make a significant difference in practice for our application. We additionally180

normalize the correction factors such that the minimal factor is one. At run time,
the pre-calibrated correction factors are multiplied with the pixel intensities of
each new image which is processed.

Given the camera poses computed by the VIO system, we estimate depth
maps with plane sweeping [22] based motion stereo directly on the fisheye im-185

ages [33]. We chose plane sweeping since it is highly parallelizable on a GPU,
enabling depth estimation at a constant, interactive frame rate on a mobile de-
vice. At the same time, varying the number of used planes is a way to trade-off
depth estimation quality and run-times. We perform all computations at low
image resolutions and limit the number of sweeping planes to increase the pro-190

cessing speed. As a result, the estimated depth maps are noisy and can contain
a significant amount of outliers. Once integrated into a volumetric TSDF repre-
sentation, in our system, erroneously reconstructed surfaces due to outliers can
only be removed again by adding enough free-space measurements to cancel the
outliers’ impact on the signed distance function. Our initial experiments with195

reconstructing large scenes showed that it is often hard to obtain such free-space
measurements. Thus, our aim is to avoid integrating outliers into the TSDF vol-
ume in the first place by rigorously filtering out all depth measurements that
seem to be unreliable. Therefore, we fuse measurements over multiple frames
by using an extended Kalman filter for each image pixel, similar to [12, 34]. The200

filters propagate depth data to successive frames and are updated every frame
with the new measurements.

In the following, we describe how we estimate depth values via plane sweep
stereo (Sec. 4.1), propagate depth estimates over time (Sec. 4.2), and filter
outliers (Sec. 4.3).205

4.1. Depth Estimation

We compute a depth map for each new frame which is processed. For depth
estimation we use an optimized implementation of the approach from [33], which
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directly applies plane sweep stereo on the fisheye images without previous undis-
tortion and cropping. This enables us to better exploit the wide field of view210

offered by the camera.

Image selection. Image patches in the reference frame, for which a depth
map is calculated, must be matched with patches in a previous frame, which
we call stereo frame, to acquire depth estimates. To keep the overhead low,
in each iteration we use a single stereo frame for all patches in the reference215

frame. Without assuming prior knowledge about the scene, we choose stereo
frames using simple heuristics: stereo frames should have a high overlap with
the reference frame within the depth search volume, while still offering a tri-
angulation angle which is close to a given desired angle. A large triangulation
angle is required to obtain more accurate depth estimates, while a too large220

angle increases the difficulty of matching image patches. High overlap makes it
likely that we can obtain an estimate for most pixels in the reference frame.

To evaluate the suitability of frames as stereo frames, we first setup a number
of sample points within the volume covered by the plane sweeps. We use a
regular 7 × 5 × 4 grid in image × depth space with some margin at the border
to not penalize frames which do not observe tiny parts of the reference frame’s
borders. These points unprojected into 3D space form the set of sample points
P on which we evaluate a score function S for each previous frame f . The
parameter αopt specifies the triangulation angle which receives the optimum
score in S. We use a relatively low value of αopt = 2 degrees. S is defined
as follows, where α denotes the triangulation angle for each point, and Pv the
subset of points in P which project into f :

S(f) :=

(
|Pv|
|P |

)wvis

·

 1

|Pv|
∑

p∈Pv

A(p, f)

wangle

, (2)

with A(p, f) :=

{ α
αopt

if α < αopt,

(
αopt

α )2 else.
(3)

We set the weights wvis = 2.5, and wangle = 1. The first term in (2) quantifies
the overlap between the sweeping volume and the evaluated frame, while the
second term rates the triangulation angles resulting from the two frames within225

the sweeping volume. The fact that older frames are only cached for a typically
short period of time usually takes care of discarding frames that are not suitable
for other reasons such as scale differences. We determine the three previous
frames that result in the highest scores and then randomly choose one of them
for matching. This helps in using data from different stereo frames.230

Cost volume computation. To guarantee a constant frame rate, we use
a constant number of plane hypotheses oriented fronto-parallel to the camera.
The planes are placed at equidistant disparity values, i.e., we uniformly sample
the space of inverse depth values. Each plane defines a depth hypothesis, which
is evaluated by projecting the stereo frame image onto it and then into the235

reference frame to obtain a warped image. As the depth hypotheses are planar,
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inverse depth

matching cost

Figure 4: Left: Extracting a pixel’s depth estimate and its uncertainty. A parabola (magenta)
is fitted through the discrete inverse depth value with the minimum matching cost to obtain
a refined inverse depth estimate µ (orange). The uncertainty (blue) of the measurement is
estimated as range containing matching costs within a constant factor γ of the minimum
matching cost cmin. Right: Visualization of the uncertainty for forward and sideways motion,
using 40 planes only for demonstration: Fisheye image, depth map (red: close, blue: far),
uncertainty estimates (red: high, blue: low uncertainty), depth maps after applying the outlier
filters described in Sec. 4.3. The stripe pattern is caused by the low number of planes and
the fact that the surface is slanted with respect to the viewing direction, with the estimated
uncertainty being lower at pixels where a plane intersects the scene geometry.

this can be done by transforming pixels with the plane-induced homography.
Since we use an automatic gain and exposure control for the camera, and to
reach higher robustness against mismatches due to local lighting changes and
specular surfaces, we use the zero-mean normalized cross correlation (ZNCC) for240

matching. For each pixel in the reference frame, we compute the ZNCC of the
reference image and the warped stereo image within a 5 × 5 matching window
centered on the pixel, which provides a measure of the likelihood that the depth
hypothesis is correct. Due to using consistent depth hypotheses for all matching
windows in the image, and the separability of the ZNCC computation, for one245

plane this can be quickly calculated on the GPU by box filtering in the image
domain. Writing all computed values into a volume provides a cost volume
encoding the matching window correlation for each pixel at each discrete depth
sample.

Cost aggregation. We apply a multi-resolution approach and compute cost250

volumes for the reference image at resolutions of 320×240 and 160×120 pixels.
Using low resolutions allows for fast computation, in particular enabling to use
stereo matching windows that cover a large area relative to the image size. Large
matching windows typically contain more texture information for matching than
smaller windows on a higher resolution image. The two cost volumes are then255

combined into a single, final cost volume with the higher of the two resolutions
by weighted averaging [35]. We use a factor of 0.8 for the higher resolution, and
0.2 for the lower resolution. This effectively results in using a large matching
window in the higher resolution image with more weight in the center than at
the border, while computation can be faster than directly using a large matching260

window at this resolution.

Depth extraction. Given the cost volume, we extract a single inverse depth
value per pixel by choosing the discrete value with the highest ZNCC score,
i.e., the lowest matching cost, for this pixel. We discard pixels whose highest
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ZNCC score is below 0.4 as they likely correspond to outliers. We refine the265

inverse depth estimate by fitting a parabola through the selected value and its
two neighboring inverse depth values, as it is commonly done to achieve sub-
pixel accuracy [33] (c.f. Fig. 4(left)). The position of the parabola’s minimum
then defines the refined estimate µ.

Uncertainty extraction. As we use an extended Kalman filter to track the270

depth estimates over time, we need to estimate the uncertainty of the inverse
depth estimates to be able to use it in the filter. The uncertainty is influenced
by multiple factors such as noise in the pixel values and in the camera pose
estimates. Let cmin be the matching cost of the refined depth estimate µ and
let γ ≥ 1 be a constant, which is chosen as 1.03 for this paper. We define275

the uncertainty region around µ as the continuous range [dmin, dmax] of depth
values containing all inverse depth estimates with a matching cost of γcmin or
less (c.f. blue region in Fig. 4(left)). This range is computed by intersecting
the horizontal line corresponding to the matching cost γcmin with the linearly
interpolated cost curve. The uncertainty range essentially models how precise280

the inverse depth estimate is along the viewing direction of the camera. This
uncertainty is correlated to the movement of the camera and the geometry of
the scene (c.f. Fig. 4(right)).

4.2. Depth Propagation

Inspired by [12, 34], we employ extended Kalman filters to track (inverse)285

depth measurements over time. This allows us to estimate the stability of a
measurement over time as well as its uncertainty. As described in Sec. 4.3, this
information is used for outlier filtering.

Model. For each pixel in the current image, we use an extended Kalman
filter to track a hypothesis for the inverse depth µ of this pixel, modeled as290

a normal distribution with mean µ and variance σ2. Notice that operating in
inverse depth space instead of directly using depths allows us to use a normal
distribution, as this distribution can better approximate the depth uncertainty
in this space.

State update. Initially, no pixel has a depth hypothesis. For a newly observed
pixel, the mean µ is initialized with the refined depth measurement described
in the previous section. We approximate the standard deviation from the un-
certainty range [dmin, dmax] as

σ = max(µ− dmin, dmax − µ) . (4)

In the same way as for the mean, this estimate is assigned to the filter state
directly for a new pixel. After the first update, we may get a previous depth
estimate for each pixel from the prediction step described below. If a previous
measurement exists, we use the mean µ and variance σ2 estimated for the pixel
in this frame together with mean µi|i−1 and variance σ2

i|i−1 predicted from the
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previous frame to update the state of the Kalman filter as

µi|i =
σ2
i|i−1µ+ σ2µi|i−1

σ2
i|i−1 + σ2

, σ2
i|i =

σ2
i|i−1σ

2

σ2
i|i−1 + σ2

. (5)

We then apply a 3x3 median filter to obtain a smoothed depth map. The effect295

of this step is evaluated in Sec. 6.1.

State prediction. The predicted mean µi+1|i and predicted variance σi+1|i of
an inverse depth hypothesis in frame i+ 1 is obtained by reprojecting the depth
map of filter estimates µi|i from frame i into the next frame, and propagating the
variance σi|i. Rendering the previous depth map as a point cloud will result in300

holes. We thus create a triangle mesh from the previous depth map by forming
triangles from depth measurements of neighboring pixels if their difference in
inverse depth is below a threshold of 0.025 1

m . This mesh is then rendered into
the next frame, enabling us to obtain predicted depths and variances for more
pixels.305

While [12] use a fixed additive model for the prediction noise of the Kalman
filter, we determine the uncertainty increase of the depth estimates based on
the uncertainty in the camera motion estimates. In order to properly pre-
dict the propagated inverse depth variances, we would need to account for the
uncertainty of each measurement and the full 3D uncertainty of the camera310

poses. Projection of the depth map points into another frame would result in
uncertainty in directions other than the viewing direction. However, since we
potentially update a Kalman filter for each pixel, we need to make the updates
as computationally efficient as possible. Consequently, we use a simpler model
that at each point in time only considers the variance of the inverse depth mea-315

surements along the direction of the viewing rays. At the same time, we assume
for uncertainty propagation that the change in depth between different frames
is mainly caused by the amount of camera translation tz along its optical axis.
We thus assume that the rotation between frames is precisely known. We found
that this simple model works well in practice.320

Let σ2
tz be the variance estimate for the amount of translation tz along

the camera’s optical axis, provided by VIO. With uz being zero-mean normally
distributed noise added to the true translation tz,true, we model the depth change
of a point due to the true camera movement as

µi+1,true =
(
µ−1i − (tz,true + uz)

)−1
. (6)

With Jx denoting the Jacobian of (6) with respect to quantity x, the prediction
for the inverse depth and its uncertainty in frame i + 1 based on the current
frame i is then given as

µi+1|i =
(
µ−1i − tz

)−1
,

σ2
i+1|i = Jµi

σ2
i J

T
µi

+ Juz
σ2
tzJ

T
uz

=

(
µi+1|i

µi

)4

σ2
i +

(
µi+1|i

)4
σ2
tz . (7)
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Avoiding inconsistent updates. Similar to [12], we only update a Kalman
filter if the new measurement is consistent with the filter’s prediction. A mea-
surement in frame i is considered to be consistent if

|µi|i−1 − µ| < σi|i−1 + σ , (8)

i.e., if the difference between the newly measured inverse depth and the pre-
diction can be easily explained by the standard deviation of both quantities.
Additionally, we discard filter states if too many inconsistent depth observa-
tions are found over the time span of a few frames. This is implemented as
a validity counter that is incremented by consistent measurements up until a325

maximum value of 7, and decremented by inconsistent measurements. Once
the counter reaches zero, the depth hypothesis from the filter is excluded from
propagation, and a new filter state is initialized by the next valid measurement.

4.3. Outlier Filtering

Our goal is to prevent the integration of outlier measurements into the TSDF330

volume, for which we use multiple filtering steps. We first remove estimates with
high depth variance, surfaces observed under slanted angles, and estimates which
are not consistent over a given time span. As the last step, we remove small
connected components in the depth map to remove remaining speckle noise.

Removing uncertain estimates. Depth estimates in frame i whose variances
are too large should clearly be filtered out, as they are likely to be outliers. In
order to do so, we first compute the variance σ2

i,d of each pixel’s depth from the

inverse depth variance σ2
i associated to the state of this pixel’s Kalman filter.

Uncertainty propagation [36] using the Jacobian of the multiplicative inverse
f(x) = 1

x , Jx = − 1
x2 , at the inverse depth µi gives

σ2
i,d = Jxσ

2
i J

T
x =

1

µi4
σ2
i . (9)

We then compute the uncertainty on the pixel’s 3D position along its viewing335

ray induced by the uncertainty on its z distance to the camera σ2
i,d, because a

small change in z distance can amount to a large change in Euclidean distance
for pixels at the borders of the fisheye image. Then we apply a (loose) threshold
of 0.09m2 to retain only points with acceptable uncertainty. We set this and
other thresholds for the individual filtering steps empirically (c.f. Tab. 1). Their340

choice depends on the desired tradeoff between accuracy and completeness.

Discarding surfaces observed under slanted angles. The larger the angle
between the normal of a point on a surface and the viewing ray observing the
point, the harder it is to accurately reconstruct the point. Furthermore, noise
and stereo matching artifacts which lead to foreground-background interpolation345

also result in surfaces observed under slanted angles. Thus, we estimate each
depth map pixel’s normal by taking the cross product of the vectors to its
right and bottom neighbor in the original depth map. Pixels for which the
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angle between their normal vector and its viewing ray is larger than 80◦ are
discarded.350

Enforcing temporal consistency. An inverse depth measurement that can
only be propagated for a short period of time will be noisy at best since only
very few measurements have been fused in the filter. At worst, it is an outlier.
We thus determine whether a depth hypothesis can be observed over an interval
of approximately 0.25 seconds. This is implemented by rendering a depth map355

(without outlier filtering applied) estimated about 0.25 seconds ago into the
current frame. For each depth hypothesis in the current frame, we determine
whether the corresponding pixel in the rendered depth map is sufficiently close.
This is checked by testing whether the distance between the two points corre-
sponds to a change of less than 0.1ms over the time difference between the two360

depth maps.

Removing small connected components. While the previous filtering steps
typically remove most bad pixels in the depth maps, individual outliers from
within an area of bad pixels sometimes remain. These tend to be isolated, as the
pixels around them have been correctly removed. Therefore, we use connected365

component analysis within the depth map image to find small components with
less than 20 pixels remaining after the previous filtering steps and remove them
to catch these outliers.

Unlike depth map estimation, depth propagation, and the previous filter-
ing steps, which are all computed on the device’s GPU, connected component370

analysis is performed on the device’s CPU. This is because this step, being a
global operation, is less well parallelizable than the other steps in the algorithm.
Furthermore, since the following volumetric integration step also requires depth
maps to be in CPU memory, running this operation on the CPU does not in-
cur unnecessary data transfer overhead. Notice that as a result of the previous375

filtering steps, most initial depth measurements have been discarded. Since
only the remaining measurements are required, we can use this fact to reduce
the time required to transfer data from the GPU to the CPU. We apply run-
length encoding (RLE) to the depth map on the GPU before the transfer, which
merges sequences of pixels without estimates into single values, and decode the380

depth map on the CPU. The performance gain of this compression step is scene-
dependent. However, we evaluated its performance on the Underpass dataset
of Fig. 8 to indicate its benefits. On this dataset, using RLE accelerated the
transfer by about 2.3 times on average, reducing the transfer and related pro-
cessing time from 4.6 ms to 2.0 ms. Filtering out depth estimates also reduces385

the number of measurements that need to be integrated into the volume (which
is also performed on the CPU), which accelerates this part of the pipeline as
well.

The impact of the filtering steps. Before discussing our results, we first
discuss the effect of outliers in the depth maps in detail. We distinguish be-390

tween two types of outliers: close outliers which are closer to the camera than
the true surface, and distant outliers which are further away from the camera
than the true surface. In both cases the signed distances within the trunca-
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Figure 5: The impact of the proposed filtering steps: The image on the left shows a frame
from a short video sequence centered around this frame. The depth map estimated for this
frame is shown in the top row. The bottom row shows the 3D model reconstructed from all
frames in the sequence. While reducing the completeness of the depth maps, applying the
filtering steps significantly improves the quality of the 3D reconstruction.

tion area are integrated to a wrong place in the volume, potentially leading to
wrong surfaces. In the case of close outliers, the integrated free-space mea-395

surements do not extend far enough away from the camera, and in the case of
distant outliers they extend too far away from the camera. In the case of a
close outlier, correct measurements from roughly the same viewpoint can add
free-space measurements along the viewing ray and overwrite the wrong surface.
However, for distant outliers a correct measurement will only affect the signed400

distances in the volume until the position of the surface. This means that the
wrong distances behind the true surface remain in the volume. They potentially
affect different surfaces which are occluded from the current viewing direction.
Thus, such outliers can easily outweigh the correct measurements if many depth
maps with outliers are integrated into the volume and therefore can even remove405

correct surfaces. Most importantly, close outliers can be tackled by free-space
integration or regularization, but distant outliers even impose problems for reg-
ularization based approaches. For example, [37] assigns a very low weight to
the free-space information to reduce the bias coming from it. Many other works
with or without regularization in the volume either regularize or filter the depth410

maps before fusion [9, 16, 38, 39].
Fig. 5 illustrates the impact of the filtering steps on both the completeness

of individual depth maps and the quality of the resulting 3D model. As can
be seen, the model obtained by integrating the depth maps from all frames in
the sequence into the TSDF volume is very noisy when no filtering is applied.415

Note that applying the first filtering step, which removes depth measurements
based on their estimated variance, significantly helps to obtain a more complete
surface reconstruction. The reason for this is that many distant outliers are
removed in this step, along with their corresponding free-space measurements.
While the estimated depth map still covers most of the image after discarding420

measurements with slanted angles, applying the temporal consistency filter sig-
nificantly lowers the completeness of the resulting depth map. Most notably,
this filter allows our approach to filter out the noise in the bottom of the frame,

14



Figure 6: Compared to standard RGB(D) cameras (left), using a fisheye camera (right) enables
our approach to reconstruct a larger part of the scene for the same camera trajectory (shown
in red).

caused by pedestrians moving in front of the camera. As a result of applying
this filter, the 3D model contains noticeably less artifacts and outliers. Finally,425

filtering based on connected components helps to remove the remaining noise
from the depth maps. These qualitative results clearly demonstrate the benefit
of aggressive depth map filtering. A more quantitive evaluation can be found in
Sec. 6.

5. Discussion430

Fig. 5 shows that only a rather small subset of all initial depth measurements
is integrated into the TSDF volume in each frame due to thorough filtering. At
the same time, our approach is able to provide a rather complete reconstruction.
This is due to the fact that our method runs at interactive frame rates on the
Tango Tablet. This enables us to provide the user direct feedback on which parts435

of the scene have not been reconstructed yet. Complete reconstructions can thus
be obtained by capturing more data in these areas, as long as sufficient texture
is present. Notice that this is an important benefit of interactive systems.

We noticed that the wide field of view of the fisheye camera significantly
simplifies the reconstruction process for large scenes: it is usually sufficient to440

walk around a building with the device held levelly to reconstruct it completely
since both the ground as well as the top of the building are visible in the fisheye
images. This behavior can be seen in Fig. 6 as well as in the video https:

//youtu.be/njDqJjHRCYA accompanying our earlier publication [2].
Video sequences recorded with hand-held devices typically suffer from abrupt445

motions, resulting in motion blur and quick viewpoint changes. Even in strong
cases, we did not observe this to directly be a significant issue with our system:
corrupted depth estimates computed for difficult input are typically filtered
away completely, and reconstruction resumes when the input is suitable again.
A more severe consequence is potential odometry drift caused by such motions,450

as no loop closures are done as discussed below. Due to the very robust visual-
inertial odometry approach used [30], we however did not observe tracking loss
in typical hand-held use.
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Figure 7: Comparison between the reconstructions obtained when using visual-inertial odom-
etry (left) and bundle adjustment (right) for a carefully scanned building facade, all other
settings being equal. The bottom row shows close-ups of the models.

Limitations and lessons learned. Due to the limited computational ca-
pabilities of mobile devices, we need to restrict both the resolution at which455

depth maps are computed as well as the resolution of the voxels in the TSDF
volume. Similarly, we need to restrict the number of plane hypotheses we use
for estimating the initial depth maps. These factors clearly limit the quality of
the 3D reconstructions that can be obtained live on the device. At the same
time, the 3D models created live on the mobile device can serve as a preview460

and a high quality reconstruction can be obtained by an offline reconstruction
process on the same data (c.f. Fig. 12).

Recent visual-inertial odometry approaches such as [30] provide very robust
pose estimates with little drift, even over longer periods of time. Interestingly,
we observed that the poses estimated over a short period of time are still not465

as highly accurate as would be required for high quality motion stereo. This is
illustrated in Fig. 7, which compares two reconstructions obtained with odom-
etry poses and bundle adjustment, but otherwise identical parameter settings.
As can be seen in the figure, using the more accurate poses from bundle ad-
justment significantly improves the reconstruction quality. This demonstrates a470

need for obtaining better pose estimates, for example by refining the odometry
poses prior to depth estimation.

For most datasets used in this paper, the main performance bottleneck of our
system in live processing is the volumetric integration, which can be improved by
further optimizing the implementation using “single instruction, multiple data”475

(SIMD) instructions or a GPU implementation. For scenes where integration is
fast due to a small distance between the camera and the surface, plane sweeping
can become the limiting factor. Using a simpler matching metric, such as the
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sum of absolute differences instead of ZNCC, would be a possibility to gain
more speed in this part if robustness against lighting changes is less important.480

In terms of the implementation, the motion stereo component of our system is
heavily optimized and we thus expect the potential for further optimization to
be small.

A further limitation is that our method currently does not handle loop clo-
sures. This is a common limitation when using volumetric fusion for generating485

a 3D model from depth data, especially on platforms with low computational ca-
pabilities. Only recently, solutions to the problem of adapting a reconstruction
to loop closure events have been proposed. These approaches for example sub-
divide the scene into multiple sub-volumes which then are rigidly aligned [40],
cache all measurements and re-integrate them from updated measurement poses490

[41], or use a vertex or surfel-based data representation [3, 42]. However, these
approaches are too slow for use on current mobile devices: for example, [40] is
an offline approach taking minutes to process medium-sized datasets, while [41]
uses two desktop GPUs to achieve real-time capability. Other approaches do
not reconstruct a closed surface model [42] or may produce multiple overlap-495

ping surfaces if parts of the scene are observed multiple times [3]. This clearly
indicates a need for developing loop closure systems that can produce closed
meshes while being efficient enough to be employed on mobile devices.

Besides their restricted computational resources, power consumption and
heat generation are further critical restrictions on mobile devices. In a test run500

in which the Tango tablet remained static, its runtime on battery while run-
ning our system was only 1.5 hours since our implementation continuously runs
GPU computations at the highest possible frequency. Obviously, hardware im-
plementations of stereo matching, e.g., using FPGAs [43], can help to reduce the
problem of energy consumption. At the same time, the question arises whether505

it is possible to use smarter algorithms that avoid unnecessary computations:
given a high enough frame rate, there is a high chance that large parts of a
new image have already been reconstructed. Exploiting this fact by detecting
such regions and only reconstructing the missing parts would help to reduce the
power consumption. The same concept could also be applied to increase the510

effectiveness of the reconstruction: observing surfaces which are already recon-
structed well would enable refining them instead of simply repeating the same
low-resolution depth estimation step. In conclusion, further research is required
for mobile devices to achieve a better reconstruction quality.

Portability to other devices. We implemented our approach on Project515

Tango tablets for a couple of reasons: their Nvidia Tegra K1 GPU provides
enough computational power required to run plane sweep stereo in real-time
and allows us to implement our approach in CUDA. Project Tango provides an
impressive software stack with mature implementations for camera pose track-
ing, volumetric TSDF fusion, and meshing that we can build upon.520

While these factors simplify development within the Project Tango frame-
work, there are no reasons why our approach cannot be ported to other devices:
mobile devices such as smartphones and tablets are attractive platforms for gam-
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ing. Modern mobile devices thus come with powerful GPUs which we expect
to run our algorithm fast enough. Given proper IMU and camera calibrations,525

VIO can be computed in real-time on the current generation of mobile devices,
while handling consumer grade IMUs, time synchronization and rolling shutter
[44]. Cameras on standard mobile devices typically have a much smaller field
of view than the fisheye camera we use on the Project Tango Development Kit
tablet. The influence of different fields of view on camera pose estimation was530

studied in [45], showing that in certain cases in environments such as urban out-
door scenes, a small field of view may even be better suited for pose estimation
than a large field of view given a fixed image resolution. However, a small field
of view will make it more cumbersome for a user to reconstruct larger scenes.
Furthermore, it might be necessary to compensate for the fact that most mobile535

devices use rolling shutter cameras, which makes depth map estimation com-
putationally more complex [46]. Current VIO systems are able to estimate the
shutter times [44] and thus directly provide the information required for rolling
shutter stereo. Rolling shutter is not an issue for the tablet which we use since
it has a global shutter camera. We conduct a test to evaluate the feasibility of540

running our approach on standard mobile devices in Sec. 6.3, showing that with
careful motion rolling shutter does not necessarily pose a problem, even if not
handled explicitly. Furthermore, the shutter times can be expected to decrease
in the future as faster sensors become available for mobile devices, which further
reduces the associated artifacts.545

6. Experimental Evaluation

The main motivation for our approach is to be able to reconstruct large out-
door scenes at interactive frame rates on modern mobile devices. Unfortunately,
it is hard to obtain accurate ground truth for such scenes. Consequently, we
use synthetic data [47] and 3D models reconstructed with the Tango Tablet’s550

integrated depth sensor to quantitatively evaluate our method (Sec. 6.1). Our
evaluation on large-scale outdoor scenes is thus limited to a qualitative analysis
(Sec. 6.2).

Experimental setup. We use the Project Tango Development Kit tablet,
which is powered by an Nvidia Tegra K1 (quad core) chipset. The tablet’s fish-555

eye camera is used as the input to our motion stereo pipeline. We downsample
the image resolution from 640×320 pixels to 320×240 and 160×120 pixels, re-
spectively. Additionally, we run our approach on a standard desktop PC with an
Intel Core i7-4770K processor (3.5GHz) and an Nvidia GeForce 780 GTX graph-
ics card with recorded data from a Tango tablet. As for the Tango tablet, we run560

the depth estimation component on the desktop PC’s GPU. The desktop PC is
used to answer two questions: First, what is the reconstruction quality we can
expect when running our approach in real-time on more powerful hardware, i.e.,
what quality can we expect for future generations of mobile devices? Second,
how much reconstruction quality do we lose by requiring real-time processing?565

We therefore distinguish between “live” reconstructions, which are performed
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Frame selection

Triangulation angle αopt 2◦

Visibility weight wvis 2.5
Angle weight wangle 1

Depth estimation

Number of sweep planes See Tab. 2.
Stereo image resolutions 320 × 240, 160 × 120
Stereo matching window size 5 × 5
Cost volume fusion weight for higher res. 0.8

Filtering

Minimum ZNCC value 0.4
Cost uncertainty factor γ 1.03
Median filter kernel size 3 × 3
Depth map meshing discontinuity threshold 0.025 1

m
Maximum depth hypothesis validity 7
Maximum depth variance 0.09m2

Maximum observation angle 80◦

Depth consistency interval 0.25 seconds
Depth consistency threshold 0.1m

s
Minimum connected component size 20 pixels

Table 1: Table of parameters for our stereo method.

Live Mobile Live PC Offline

Number of sweep planes 70 200 270
Voxel resolution [cm] 7.5 4 2
Depth calculation freq. [Hz] 12 27 27
Depth integration freq. [Hz] 8 27 27

Table 2: Parameter settings for the different system configurations used for experimental eval-
uation. While the processing frequencies for the live configurations are (on average) reached
in real-time, the offline configuration may take more time to process the specified number of
frames from the sequence. Note that we use the same image resolutions for all configurations.
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Live Mobile Live PC

Addition of a ref. or stereo frame 6.2 ± 3.3 1.5 ± 0.2
Vignetting correction 1.2 ± 0.7 1.0 ± 0.1
Downsampling, transfer to GPU 4.9 ± 3.0 0.5 ± 0.2

Depth estimation 83.0 ± 7.6 8.1 ± 0.9
Plane sweep (320 × 240) 35.2 ± 2.1 3.9 ± 0.6
Plane sweep (160 × 120) 13.4 ± 2.6 1.3 ± 0.2
Multi-res. fusion, depth extraction 15.2 ± 2.6 1.6 ± 0.4
Depth propagation 10.3 ± 5.8 1.3 ± 1.7
Filtering, transfer to CPU 13.5 ± 5.9 1.3 ± 0.4

TSDF integration, remeshing (CPU) 122.1 ± 74.6 30.2 ± 23.7

Table 3: Timings in milliseconds (mean ± standard deviation) for the individual parts of our
approach, running on a Project Tango tablet and a PC with the corresponding settings (cf.
Tab. 2). Notice that depth estimation, TSDF integration, and visualization run in parallel.
The time required for integration depends on the scale of the scene. Here, the timings for the
Underpass dataset are given (cf. Fig. 8).

at real-time or interactive frame rates, and “offline” reconstructions, for which
quality is more important. For the former, we use the camera poses provided by
the tablet’s VIO system (c.f. Sec. 3). For the latter, we use FREAK descriptors
[48] extracted from DoG keypoints [49] for feature tracking and refine the camera570

poses provided by VIO by detecting loops and performing bundle adjustment.
For these steps, we make use of code provided by Project Tango and we refer
the interested reader to [50] for details on loop closure and bundle adjustment.
Tab. 1 summarizes all parameter values for our approach, while Tab. 2 provides
details on the parameter settings for the different configurations. Tab. 3 pro-575

vides timings for the different components of our method. Notice that TSDF
integration and meshing run in a separate thread, i.e., our approach provides
depth data at ∼12 Hz while updating the current state of the reconstruction at
∼8 Hz. If not stated otherwise, we sample plane hypotheses in the depth range
from 0.8m to 50m in front of the camera.580

6.1. Quantitative Evaluation

Datasets. We evaluate on the synthetic living room sequences from the ICL-
NUIM dataset [47] as well as four sequences captured with the Tango Tablet’s
depth sensor. The synthetic dataset consists of four sequences through the same
synthetic model of a living room, generated from four real camera trajectories.585

For reconstruction of these sequences, we place planes between 0.3m and 5m in
front of the camera.

Fig. 8 shows the four RGBD datasets we captured for experimental evalua-
tion. The tablet’s depth sensor is able to provide depth measurements even for
uniformly colored regions. To enable a fair comparison, we thus chose highly590

textured regions. The depth sensor captures depth maps at about 5Hz. As only
pixels on a sparse pattern may have valid depth values in the original depth
maps, we first densify them. For 5 iterations, we loop over all pixels and deter-
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Figure 8: Datasets captured with the tablet’s depth sensor. From left to right: Relief (se-
quence length: 31.7s, trajectory length: 12.2m), Exhibition (299.7s, 176.6m), Underpass
(166.5s, 70m), Plants (76.3s, 35.6m). The two latter sequences show outdoor scenes and
were captured in the evening to be able to obtain depth measurements from the sensor. The
camera trajectories used to capture the dataset are shown in red.

mine for each pixel with an invalid depth whether it should be filled in: if at
least 5 of its 8 neighboring pixels have a valid depth estimate, we set a pixel’s595

depth to the average depth of its valid neighbors, where the average is computed
in inverse depth space. We render the resulting depth maps as triangle meshes
into the fisheye camera’s viewpoint to make them comparable with the depth
maps estimated from motion stereo. We use the method from [28] to generate
ground truth meshes from the bundle-adjusted trajectories. These trajectories600

are also used for quantitative evaluation in order to avoid dependencies on pose
estimation accuracy.

Evaluation measures. The goal of our approach is to generate 3D reconstruc-
tions that are as complete and as accurate as possible while keeping the amount
of outliers low. We evaluate the accuracy of our generated models by sampling605

points on the reconstructed 3D meshes and measuring each point’s distance to
the closest point in the ground truth models. The accuracy of a reconstruc-
tion is then defined as the percentage of points whose distance is below a given
threshold. Similarly, we sample points on the ground truth models and measure
the completeness of a reconstruction as the percentage of sampled points whose610

closest point in the reconstruction is below a given threshold. In both cases,
we use dense, random (Monte Carlo) sampling to obtain unbiased estimates.
Not all parts of the living room model are visible in each of the synthetic se-
quences. We thus only evaluate model accuracy, but not model completeness
for them and use a threshold of 7.5cm. In contrast, we only evaluate the model615

completeness for the RGBD sequences as our ground truth does not cover all
of the reconstructions in this case. We use a higher threshold of 10cm for these
datasets to account for measurement noise and inaccuracies of the trajectories.

In addition, we also evaluate the completeness and accuracy of the depth
maps estimated by our approach. Depth map accuracy is defined as the percent-620

age of depth measurements that are within a given threshold of the correspond-
ing measurement from the ground truth depth map. Depth map completeness is
defined as the percentage of ground truth depth measurements that are within
a threshold of the corresponding estimated depth values. The same thresholds
as for model completeness and accuracy are used for depth map evaluation.625

The impact of filtering. In the first experiment, we evaluate the impact of
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(b) Median filter
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(c) Variance filter
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(d) Angle filter
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(e) Redundancy filter
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(f) Component filter
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(g) Sequential enabling

Figure 9: Quantitative evaluation of model accuracy and model completeness percentages for
two evaluation datasets when enabling or disabling 6 different algorithm components. (a) - (f)
In each plot, we visualize all 26 resulting combinations. For each component tested, we show
the results obtained with the component disabled in red, and results with it being enabled
in green. To visualize the impact of enabling a component, we connect configurations that
differ in this component only by an arrow. In (g) we show the progression when sequentially
enabling (a) - (f), from blue to red. See the text for an analysis.

our outlier filtering steps, as well as multi-resolution matching cost computation
and median filtering, on the accuracy and completeness of the models and depth
maps. For this experiment, we use the “live mobile” settings that enable 3D re-
construction at interactive frame rates on the Tango Tablet. We test all possible630

combinations of enabling or disabling certain algorithm components. For each
combination, we evaluate its model accuracy on the ”Living room 0” sequence
and its model completeness on the “Underpass” dataset. Fig. 9 shows the result-
ing accuracy-completeness pairs. The evaluated configurations can be classified
into three categories: inaccurate results with varying completeness, complete635

results with varying accuracy, and accurate results with varying completeness.
The first category is made up of configurations with very few filters enabled.
Enabling some outlier filters increases the model completeness because free-
space measurements from distant outliers are removed, which originally caused
holes in the reconstruction. Enabling more outlier filters results in configura-640

tions of the second or third category: with more wrong measurements filtered
out, the model accuracy increases while the completeness does not decrease sig-
nificantly. Filtering away too much however decreases the model completeness
while not significantly increasing the model accuracy. In these situations, the
multi-resolution fusion and median filtering help to increase completeness. The645
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live mobile live PC Offline
Depth map Model Depth map Model Depth map Model
Acc. Comp. Acc. Comp. Acc. Comp. Acc. Comp. Acc. Comp. Acc. Comp.

Living room 0 93.2% 34.9% 89.5% 96.1% 35.4% 91.1% 96.3% 36.2% 91.3%
Living room 1 87.9% 24.2% 88.2% 90.7% 20.2% 88.3% 90.7% 20.5% 89.5%
Living room 2 84.2% 26.9% 86.8% 94.3% 34.3% 90.8% 94.6% 35.1% 92.8%
Living room 3 91.3% 30.5% 89.8% 95.9% 30.6% 92.1% 96.1% 31.6% 93.6%

Relief 72.0% 42.8% 84.5% 68.7% 32.6% 84.5% 68.8% 32.7% 86.7%
Exhibition 90.8% 49.3% 92.9% 91.6% 45.1% 93.9% 91.7% 45.0% 94.5%
Underpass 89.9% 43.6% 92.9% 90.7% 37.6% 93.7% 90.7% 37.7% 94.3%
Plants 83.5% 37.8% 66.8% 85.1% 34.2% 70.2% 85.2% 34.3% 73.1%

Table 4: Accuracy and completeness results on synthetic and real sequences with different
settings.

4 different outlier filters affect accuracy and completeness, while multi-resolution
and median filtering mostly affect completeness, with smaller effects on accu-
racy. The reason why using the multi-resolution step improves the completeness
is that the size in pixels of the matching window for stereo costs computation
remains the same for both resolutions. For the lower resolution, the window650

thus covers a larger solid angle, which allows to get sufficient image texture
for matching in more parts of the image. While the plots clearly show that all
filters can improve the results, the redundancy filter stands out as it results in
an exceptionally good separation of inaccurate and accurate configurations. It
can thus be considered to be the most effective filter.655

Different parameter settings. Next, we evaluate the impact of the parame-
ter settings chosen in the previous section, i.e., we compare the results obtained
with the “live mobile” settings with the results obtained with the “live PC”
and “offline” parameter sets. The latter two enable real-time reconstruction on
a modern PC and slower high-quality reconstruction, respectively. All meth-660

ods use all proposed filtering steps and we use the same thresholds as in the
previous experiment. Results are shown in Tab. 4. Fig. 10 additionally shows
plots for model accuracy and completeness averaged over all datasets, depend-
ing on the accuracy and completeness evaluation thresholds. In general, using
higher-quality settings as expected leads to more accurate and complete depth665

maps. For some of the evaluated sequences, depth map completeness is higher
with “live mobile” settings than with “live PC” and “offline” parameters. The
frequency with which the depth maps are calculated and the number of sweep-
ing planes differ between those settings, which may both affect the depth map
completeness in this way. However, our main focus of interest for which the pa-670

rameters were tuned is the final model, not individual depth maps. In contrast
to depth map completeness, model completeness consistently improves when
investing more effort. Model accuracy is very sensitive to outliers, which have
more chances of accumulating in the model when integrating depth maps more
frequently. However, our outlier filtering steps largely prevent this from hap-675

pening and we see no decrease in accuracy for configurations with more frequent
integration.

23



0.00 0.05 0.10 0.15

Threshold [m]

0

20

40

60

80

100

A
cc

u
ra

cy
/

C
om

p
le

te
n

es
s

[%
]

Figure 10: Model accuracy (blue) and completeness (red) results, averaged over all models,
depending on the evaluation threshold. Dotted: live mobile settings, dashed: live PC settings,
solid line: offline settings.

6.2. Qualitative Evaluation

In this part of the experimental evaluation, we qualitatively demonstrate
that our approach can reconstruct large-scale outdoor scenes. Fig. 11 shows 3D680

models reconstructed at interactive frame rates on a Project Tango Tablet with
the “live mobile” settings. As can be seen, our approach is able to faithfully
reconstruct the scenes. While those parts of the scene close to the camera are
nearly completely reconstructed and accurately modeled, we observe that farther
away parts are less accurate and complete. This is due to the fact that the685

accuracy of our motion stereo system decreases with the distance of objects to
the camera, as the triangulation angle becomes smaller and the image resolution
may become insufficient. As some of our outlier filters reject pixels based on
their absolute depth uncertainty, regions in the depth maps corresponding to
scene structures farther away are filtered more strongly.690

Fig. 12 compares reconstructions obtained live on the device with offline
reconstructions computed from bundle-adjusted trajectories with the “offline”
settings. As expected, the offline processing allows us to better reconstruct some
of the parts missing in the live models. We note that the live reconstructions
overall provide a very good preview about which parts of the scene can be mod-695

eled by our approach. This is an important property for practical applications
as it allows a user to gauge directly on the device where she needs to capture
more data while being able to obtain a more refined model later on. Accord-
ingly, Fig. 13 shows multiple offline reconstructions obtained this way. Notice
that our on-device method currently does not perform loop closure. Still, the700

on-device reconstruction was sufficient enough to determine which parts of the
scene were already reconstructed well during data capture such that we could
obtain complete offline reconstructions.

6.3. Portability to other devices

To evaluate the feasibility and potential disadvantages of running our ap-705

proach on a standard smartphone, we rigidly mounted a Project Tango Devel-
opment Kit tablet together with a Samsung Galaxy Note 3 smartphone (see
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Figure 11: 3D models reconstructed at interactive frame rates on a Project Tango Tablet.
The camera trajectories are shown in red.

Frames Duration Length Bundle Adj. Reconstr.
[m:s] [m] [m:s] [m:s]

Aachen Townhall 6534 3:38 226 4:58 8:06
Aachen Dome 12042 6:42 432 5:02 11:50
Aachen Center 19049 10:36 942 10:36 13:06
Zurich Münzplatz 6810 3:50 172 4:20 6:02
UZH Institute 11581 7:03 281 7:14 13:29
Rocks at Mt. Pilatus 12736 7:07 236 6:36 8:33

Table 5: Details of the datasets from Fig. 13.

Fig. 14) and recorded a dataset using both devices. We simulate the availabil-
ity of a good odometry system for the smartphone data by running the images
through a state-of-the-art structure from motion pipeline [51] and manually710

scaling the trajectories to obtain poses in metric scale. To enable a fair com-
parison, we also use bundle adjusted camera poses for the reconstruction with
Project Tango data. We use the Note 3 images at the same image resolution as
the fisheye images, and also compute reconstructions from the Tango tablet’s
back-facing color camera used at a resolution of 320 × 180 pixels. The results715

obtained with “live mobile” settings for the reconstructions are shown in Fig. 14.
Neither the structure from motion system nor our reconstruction approach was
modified to account for the rolling shutter of the color cameras. Still, we did not
observe any severe artifacts since the camera was moved carefully for the recon-
struction. As the main difference, the smaller field of view of the color cameras720

results in reconstructing a much smaller part of the building facade. Longer
scanning would be required to reach a similar level of completeness. On the
other hand, since the color images cover a smaller field of view compared to the
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fisheye images with the same respectively a similar image resolution, more detail
can be reconstructed from those images. The reconstructions obtained from the725

smartphone camera and the Tango tablet’s color camera are similar. This result
demonstrates that our approach is also applicable to standard devices.

7. Conclusion

In this paper, we have presented an approach for reconstructing large-scale
outdoor scenes on a hand-held mobile device. Our method is able to gener-730

ate accurate 3D models of scenes while running at interactive frame rates on
a device with restricted computational capabilities. In the framework of a ro-
bust VIO method [30] and a fast volumetric integration technique [28], this is
enabled by simple and fast plane sweeping for depth estimation, followed by
depth propagation and filtering to refine the estimates and discard outliers.735

The reconstructions obtained interactively on the device can serve as a preview
of a higher-quality offline reconstruction, enabling a user to determine during
recording in which parts of the scene more data is required. To our knowledge,
ours is the first such approach.

One central insight of this paper is the benefit of aggressively filtering out-740

liers from the depth maps computed on the device, which arises due to the fact
that it is hard to obtain sufficient free-space measurements in large scenes. To
this end, we have introduced multiple filtering steps. Our detailed experimental
evaluation showed that filtering significantly increases the accuracy and com-
pleteness of the resulting 3D models. Since the filtering steps also decrease the745

completeness of the estimated depth maps, applying such strong outlier filtering
is mostly only meaningful for interactive systems that directly inform the user
which parts of the scene have been reconstructed so far and where more data is
required.

The results from Fig. 12 show that there is still a gap in model quality be-750

tween our live on-device reconstruction and offline processing. One insight here
is that the quality of the camera pose estimates is responsible for a significant
part of the differences (c.f. Fig. 7): while recent visual-inertial odometry ap-
proaches such as [30] provide very robust pose estimates, higher accuracy would
still enable dense 3D reconstruction to produce higher quality results. Another755

possibility for obtaining higher quality reconstructions in interactive use would
be to take advantage of the redundancy of the video input. While the presented
system runs the same processing pipeline on each input frame, a frame for which
a part of the visible surface is already reconstructed well could be treated differ-
ently in order to refine the reconstruction. In future work, we plan to develop760

algorithms that close the quality gap to offline reconstructions, e.g., by refining
the poses obtained from visual-inertial odometry and handling loop closures.
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Figure 12: Comparison of reconstructions computed at interactive frame rates on a Tango
Tablet (left column) with offline reconstructions obtained from bundle-adjusted trajectories
(right column).
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Figure 13: Large-scale reconstructions obtained with our approach via offline processing from
bundle-adjusted trajectories (shown in red). The resolution of the voxel grid was set to 4cm.
Tab. 5 provides details on the datasets.
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Figure 14: Comparison of the results obtained with the fisheye camera of a Project Tango
Development Kit tablet (first row), its back-facing color camera (second row), and the back-
facing camera of a Samsung Galaxy Note 3 smartphone (third row) on a dataset. Left column:
example input images from a similar viewpoint. Middle and right column: reconstructions.
Bottom image: our recording setup.
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